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E L Y S É A I N V E S T O R S

ELYSÉA gives AI applications the trace, control
and proof their insurers say they cannot see. 1

ELYSÉA is an ethical cognitive infrastructure, embedded through an integration kit (SDK) between an
application and the AI model: it checks every exchange before and after the model, blocks four prohibited
behaviours, and leaves an attestation on every answer.

T H E S I S :  W H Y  N OW

— Insurers are withdrawing for lack of visibility: “Carriers cannot see which models their insureds are running and for what

applications.” 1

— Affirmative insurance exists, conditional on measurement: indemnification on performance data at Munich Re; at Armilla,

independent certification in every policy and an announced limit of $25M; the AIUC-1 control framework. 2,3,4

— Regulatory enforcement has begun: since 2026-08-02, the European AI Office and the national authorities have been enforcing

the AI Act. 5

— Our hypothesis, not proven to date: the layer that provides trace, control and proof, independently of the model, makes a de‐

ployment insurable and defensible. The campaign is designed to test it.

M A R K E T ,  O P E N  S O U RC E S  O N L Y

— Adoption in Europe: in 2025, 19.95% of EU enterprises with ten or more employees use AI, 55.03% of large ones. 6

— Incidents: “Documented AI incidents rose to 362, up from 233 in 2024.” 7

— No market size in euros is put forward for this layer: no open primary source measures it.

P RO D U C T  A N D  RO A D M A P

The user talks to the application, never to ELYSÉA
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E L Y S É A  ·  B E F O R E
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the answer does not go out

The application receives the message; ELYSÉA checks before and after the model; the answer goes out with its attestation.
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Each step opens the next one through proof; no date is promised.

— The model: today ELYSÉA's own, which the upcoming version calls in Paris; on the deployed service, the provider setting is
not verified; direct access to the model, possibly outside the EU, remains open by configuration; Mistral, OpenAI, Gemini and

Claude are validated for the customer's key, planned, not yet enabled.

W H AT  I S  V E R I F I A B L E

P U B L I C ,  O R  P ROV I D E D  ON  R E Q U E S T

— Public: the comparator at elysea.app/comparateur (illustrative data, labelled as such). On request: the code in technical
review; the protocol, written and sealed on 2026-08-28, amended since, to be resealed before the campaign. Decided, to

be built: the public benchmark.
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What is missing, in order: the registered entity; the measured results; the customer's model key; the deployed removal of the core's
paths to services possibly outside the EU, other providers remaining with an unproven region; signed contracts; a third-party

validation.

C OM P E T I T I O N

A P PROACH
P LAY ER S ,  ACCORD ING  TO  THE IR
SOURC E S

WHER E  E LY S ÉA  S TANDS

Content classification Llama Guard 3, ShieldGemma, OpenAI
moderation

The answer's conduct towards the person, be‐

yond content. 8,9,10

Programmable guardrails, agent security NeMo Guardrails, Bedrock Guardrails,
Lakera (Check Point group)

A baseline that cannot be switched off, and a

per-answer attestation. 11,12,13

Governance and compliance Credo AI, Holistic AI Complementary: they document, ELYSÉA

acts on every answer. 14,15

B U S I N E S S  MO D E L ,  T E AM ,  C OM P L I A N C E

— Usage, no subscription: €2.50 excl. VAT per active user per
month up to 5,000, then €1.50 and €0.80, by tier; Teams:

€30, €18 then €9.60 per seat per year, by volume.

— No revenue to date; the cost of an exchange (calls to the

model) will be measured during the campaign: the margin
is not yet established.

— Team: one founder, Sébastien Sanna, sole holder of the
project; no third-party security audit to date.

— Compliance: not high-risk within the meaning of the AI
Act (informing people due since August 2026, Annex III
from 2027-12-02, not applicable); data protection impact
assessment drafted, not signed; prior art time-stamped by

an e-Soleau filing. 5,16

VA L UAT I O N  A N D  N E X T  S T E P

No round is open, and no valuation will be discussed before the results are published and the entity is registered. Until
then: a 45-minute conversation on the thesis and the demonstration, then the results as soon as they are published.
contact@elysea.app · elysea.app
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